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Least Squares Loss Function 
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Linear Function 
•  Linear function 

with the loss function 
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Probabilistic Interpretation 
•  Let us assume that each example has an error term to represent unmodeled

 effects.  

•  Also assume that ε satisfies IID, e.g., 

•  Then we have  

•  Given data X={xi}, and their corresponding Y 
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Maximum (log-)Likelihood 
•  Log likelihood 

* Under certain probabilistic assumption, minimizing least squares
 regression corresponds to maximizing likelihood estimation of
 w 
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Probability Distributions 
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Probability Basis 

Apples and Oranges 
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Probability Basis 

 
Marginal Probability 

 
 
 
 
Conditional Probability 

Joint Probability 
 

={apple, orange} 

={red,  
blue} 
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Probability Basis 

Sum Rule 
 
 
 

Product Rule 
 

={apple, orange} 

={red,  
blue} 
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The Rules of Probability 

 
Sum Rule 

Product Rule 



11 

Probability Densities 
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The Gaussian Distribution 
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Gaussian Mean and Variance 
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The Multivariate Gaussian 
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Examples 
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Examples 
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Examples 
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Gaussian Parameter Estimation 

Likelihood function 

How to estimate the parameters? 
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Maximum (Log) Likelihood 
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Properties of          and  
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Bayesian Inference for the Gaussian (1) 

•  Assume σ is known. Given i.i.d. data 
                       , the likelihood function for 
x is given by 

•  This has a Gaussian shape as a function of x. 
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Bayesian Inference for the Gaussian (2) 

•  Combined with a Gaussian prior over µ, 

•  this gives the posterior 

•  Completing the square over σ, we see that 
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Bayesian Inference for the Gaussian (3) 

•  … where 

•  Note: 
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Bayesian Inference for the Gaussian (4) 

•  Example:                                       for N = 0, 1, 2
 and 10. 
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Bayesian Inference for the Gaussian (5) 

•  Sequential Estimation 

•  The posterior obtained after observing N + 1
 data points becomes the prior when we
 observe the N 

th data point. 
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Mixtures of Gaussians (1) 

•  Old Faithful data set 

Single Gaussian Mixture of two Gaussians 
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Mixtures of Gaussians (2) 
•  Combine simple models  

into a complex model: 

Component 
Mixing coefficient 

K=3 
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Mixtures of Gaussians (3) 
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Mixtures of Gaussians (4) 

•  Determining parameters ¹, §, and ¼ using
 maximum log likelihood 

•  Solution: use standard, iterative, numeric
 optimization methods or the expectation
 maximization algorithm (Chapter 9).  

Log of a sum; no closed form maximum. 
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Binary Variables (1) 

•  Coin flipping: heads=1, tails=0 

•  Bernoulli Distribution 
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Binary Variables (2) 

•  N coin flips: 

•  Binomial Distribution 
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Binomial Distribution 
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Parameter Estimation (1) 

•  ML for Bernoulli 
 Given:  

  



34 

Parameter Estimation (2) 

•  Example: 
•   Prediction: all future tosses will land heads up 

•  Overfitting to D 
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Beta Distribution 

•  Distribution over              . 
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Bayesian Bernoulli 

The Beta distribution provides the conjugate prior for the 
Bernoulli distribution. 
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Beta Distribution 
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Prior · Likelihood = Posterior 
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Properties of the Posterior 

As the size of the data set, N, increase 
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Prediction under the Posterior 

What is the probability that the next coin toss will land 
heads up?  
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Multinomial Variables 

1-of-K coding scheme: 
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ML Parameter estimation 
•  Given: 

•  Ensure                  , use a Lagrange multiplier 
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The Multinomial Distribution 
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The Dirichlet Distribution 

Conjugate prior for the 
multinomial distribution. 
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Bayesian Multinomial (1) 
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Bayesian Multinomial (2) 
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Thanks! 
Jie Tang, DCST 
http://keg.cs.tsinghua.edu.cn/jietang/ 
http://arnetminer.org 
Email: jietang@tsinghua.edu.cn 

 


